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Abstract
In this paper we present a hybrid model for real-time
query processing over data stream collected by mobile air
quality sensors. First, we introduce a novel indexing
scheme for representing air quality and use it for
generating and evaluating a static model over a yearly
dataset. Then, this model is combined with a dynamic
nearest-neighbor approach for real-time updates, and
implemented into the Global Sensor Network (GSN)
middleware, with added support for model queries.
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Introduction
Environmental factors have growing importance in urban
monitoring, especially regarding pollution, as health is a
primary concern for policymakers and governors.
According to the World Health Organization, 1.3 million
deaths are caused by urban outdoor air pollution1, and the
effect of polluted air on asthmatic people, concerning
around 300 million people, has also been demonstrated2.

1http://www.who.int/mediacentre/factsheets/fs313/en/index.html
2http://www.who.int/mediacentre/factsheets/fs307/en/index.html
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Among others [3, 11], the OpenSense project[1] was
launched with the goal of monitoring the air quality at city
level. Mobile sensors on the roof of public transportation
units were able to guarantee a good coverage of the city,
while needing only a few sensing nodes. Furthermore,
sensing nodes were deployed on other vehicles, such as an
electric car, to improve the coverage. Finally, smartphones
were also equipped with similar sensing capabilities, first
implemented as a demonstrator [9] and later in a more
evolved platform including also activity recognition [15].

All these sensors quickly generated huge amount of data
(Ozone, Particulate Matter, CO,...). Besides many
challenges participatory sensing brought to this project,
one of them was to communicate the intrinsic information
back to the users. A mobile application, namely Mobile
Observatory[10], was developed. During the prototyping
phase, most of the users were interested in having
comparison points for assessing the actual air quality.
Moreover, combined data from the initial deployment and
users’ contributed data needed to be processed in
real-time to always provide the most accurate pollution
level of the city at any place.

Therefore, we present here the back-end that was built for
sustaining the deployment of the Mobile Observatory for
user studies. The requirements of the application were to
allow monitoring air quality at places selected by the
users, not necessarily covered by sensors, and to provide
an alternative view that would allow the users to compare
the long term evolutions.

To this purpose we first built a novel indexing scheme,
namely relative indices, that is based on a comparison of
the air quality of a specified place with the average air
quality of the region, taking into account seasonal
variations. Then the modeling and data-mining process

that generated the static model, serving as a basis for
query answering, is presented with an evaluation of its
accuracy for predicting pollution indices. This model is
then used jointly with a nearest-neighbor-based
time-window to incorporate real-time data streams, which
is implemented into Global Sensor Network (GSN)[2], the
back-end server used for the OpenSense project.

Our contributions can be summarized as follows:

• a relative air quality indexing system that presents
community a comparative level of air quality for a
given location and current time with respect to the
range of air pollution values observed in the city

• an hybrid system that queries models with real time
data in a nearest neighbor fashion and provides
most updated information to end-user’s applications

• an implementation into the GSN middleware,
supporting model generation, updating and querying

Related works
As our work is, to our knowledge, the first to unify static
models from historical data and real-time updates from
participatory sensing, we mention here related works in
both these domains. Moreover, air quality data having a
very specific spatiotemporal behavior, we focus here on
related research in the same domain.

Static pollution models
Data pollution modeling and prediction have been studied
mostly from a high quality, fixed and costly sensor point
of view.

Based on the deployment of 71 data gathering stations
worldwide, Taiwan National Air Quality Monitoring
Network[13] collected PM10 values and was able to
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identify geographical patterns through wavelet transform
and cluster analysis.

In their work [17], Teixeira et al., use historical values and
meteorological parameters to predict the following day’s
air quality in certain areas of Lisbon, based on neural
networks. Even though neural networks are proved to be
an efficient method for air quality prediction, it is costly
and requires long time to train.

Riga et al. [16] addresses the problem of prediction by
supervised classification and regression models. However,
their data include pollutant concentrations on 8-hour
running averages and pollutant ratios. Their dataset,
being that small, fails to capture seasonal changes and
prevents comparison to past values, which is strengthened
by our relative indexing algorithm.

Dynamic pollution models
In the participatory sensing scenario, Mendez et al. [14]
proposed to use Kriging for interpolating the
measurements. However in a highly dynamic environment,
the so generated model would need to be rebuilt very
frequently to be able to answer queries in real-time, with
the latest available measurements. Moreover, their model
does not take advantage of the previous years’ data for
prediction.
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Figure 1: Histogram of CO
dataset

Other recent implementations of participatory sensing
systems that deal with real-time measurements such as
Citisense [4] or Common Sense [6], only show offline
interpolation models that can’t query “between the
points” in real-time. More generally, the current web
platforms, such as Xively (formerly known as Pachube or

Cosm) 3 process stream data from users individually,
without any modelization possibilities.

Finally, all the previous works dealing with air quality use
an already provided absolute indexing scheme that fails to
capture seasonal changes specific to the region, while our
relative indexing scheme allows a comparison to previous
year’s air pollution and gives communities an opportunity
to track how their city’s air pollution is evolving in time,
with respect to realistic values observed only in their area
of concern.

Data Aggregation and Modeling
The goal of this section is to give a detailed view of the
modeling process used for building a static model for
pollution concentration. This model, based on the concept
of relative indices, is then used in our implementation to
support point queries on unknown spatiotemporal
locations. More precisely it performs prediction of relative
air quality indices, based on a classifier.

Data Pre-processing
Before describing the construction of the model, we
shortly explain here the pre-processing steps.

The concentration values for ozone (O3) and carbon
monoxide (CO) were provided by the OpenSense project,
extracted between September 1st, 2011 and August 31st,
2012.4[12]. The attributes representing time,
temperature, humidity, latitude and longitude were also
present. The choice of an annual dataset was made to
ensure that all trends of air pollution throughout a year
can be learned by the model.

3https://xively.com/
4http://data.opensense.ethz.ch/data.html
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Negative pollutant concentrations were deleted and null
values were filled in by the value from the closest instance
in time. All numeric attributes in the dataset were
normalized to have zero mean and unit variance across
samples. We also introduced the time of the day and time
of the year as other attributes, to take into account daily
and yearly variations.

Absolute CO O3

Index [µg/m3] [µg/m3]

1 0 - 5k 0 - 60

2 5k - 7.5k 60 - 120

3 7.5k - 10k 120 - 180

4 10k - 20k 180 - 240

5 > 20k > 240

Table 1: Pollutants and absolute
AQI calculation grid from
CITEAIR. Indices are set by
increasing order of pollution
concentration, i.e. Very low
pollution corresponds to 1,
whereas 5 stands for Very High
pollution.

Relative Index Calculation
Air quality indices (AQI) facilitate the representation and
understanding of air quality monitoring. They are based
on a standardized scale of measurable effects on health.
From now on, we call this index absolute index.
CITEAIR5, a project funded by European Union, provides
such an absolute indexing scheme and is used as a source
for our absolute indices (see Table 1).

Evolution of air quality is difficult to track for users and
they often lack comparison points for long term evolutions
and precision regarding location-specific seasonal
variations. Therefore another scheme needs to be used in
conjunction with the absolute index.

Relative
Index

CO [ppm] O3 [ppb]

1 0-1.1 0-54

2 1.1-2.2 54-110

3 2.2-3.4 110-160

4 3.4-4.5 160-220

5 > 4.5 > 220

Table 2: Pollutants and relative
AQI calculation grid

We introduce here another type of AQI as a part of our
novel approach to data processing: relative index.
Relative indexing compares air quality at a certain
location to previous year’s air quality in the same
neighborhood, taking into account seasonal variations in
temperature and humidity, as well as location coordinates.
This way a relative index of 1, means that the air quality
is much better compared to last year’s in that region with
similar humidity and temperature, regardless of the
absolute concentrations and potential effects on health.

5http://www.citeair.eu/

To extract relative indices, histograms and statistical
properties of pollutant concentrations were observed in
WEKA[8]. The histogram for CO, on Figure 1, suggests
that there is a higher frequency of occurrence of lower
values than higher concentration values. In other words,
having uniformly distributed number of instances
belonging to each class (or relative index) in the training
data, with respect to pollutant concentrations, would
make our model react with high performance to unseen
test data.

Therefore, equal-weight binning was applied on annual
concentration values to compensate for an overfit
resulting from an unbalanced dataset. WEKA’s
unsupervised Discretize filter was used to separate
pollution concentrations into 5 bins, each of which
contains one fifth of total number of samples in the
training set. Table 2 shows the thresholds of pollutant
concentrations defined by this filter. Then, each of these
bins is mapped to an index level.

Attribute Discretization
Attributes of temperature, humidity and location were
discretized to improve knowledge discovery and decrease
training time. We considered two unsupervised clustering
algorithms from the literature to accomplish this:
K-Means and Expectation Maximization (EM).

The first strategy was to apply K-means to pairs of
attributes for each dataset, where one of the pair is always
the pollutant concentration and the other is one of the
temperature, humidity or latitude-longitude together.
Latitude and longitude were taken at once (3 attributes at
once for the pair) since they together form a coordinate
point and cannot be considered separately. The aim was
to structure data into separable clusters that make each
cluster distinct in terms of pollutant value.
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WEKA implementation of C4.5 decision tree, J48, was
used to verify the accuracy of the number of selected
clusters. As a point of reference, literature reviews about
the pollutants and their dependencies on meteorological
factors were used for location, temperature and humidity
respectively. In the end, it occurred that, with K-Means,
the clusters were determined essentially by spatial distance
between the data-points rather than pollutant
concentrations. Also, K-means failed to capture other
shapes of clusters due to its hard-decision nature on
cluster boundaries.

Data O3 O3 O3 O3

Scheme J48 DT IBK NB

# training 108240

# testing 36081

% correct 88.1 66.3 85.5 70.4

Time (min) 8.5 5.8 1.0 0.5

Data CO CO CO CO

Scheme J48 DT IBK NB

# training 120783

# testing 40261

% correct 77.6 75.6 63.1 77.6

Time (min) 3.7 3.9 0.1 3.7

Table 3: Benchmark testing
results for classification
algorithms (J48, DecisionTree,
IBK, NaiveBayes) showing % of
correct classification and elapsed
time.

To address these poor results, we opted for the EM
algorithm, which made soft decisions with respect to
posterior probabilities of each instance belonging to a
cluster. The motivation behind combining pollutant
values with attributes was to discover relation of such to
pollutant concentrations and thus build nominal attributes
that are able to encapsulate this information.

Evaluation
In the modeling step, four well-known classifiers were
selected from different groups of classifiers: C4.5 decision
tree, K-Nearest Neighbor (KNN), Majority Decision Rule
(DTMaj) and Naive Bayes classifier. The selection was
based on previous research in literature review by Tzima
et al. In their work [18],they experimented short-term
PM10 forecasting in Thessaloniki, Greece, by applying
several computational intelligence methods, to 4 different
datasets. The C4.5 classifiers showed the best
performance in predicting PM10 index.

Pollutant % Correct TP rate FP rate

CO 87.9577 0.88 0.075

Ozone 93.8207 0.938 0.122

Table 4: J48 Evaluation Results,
showing the percentage of
correct classification, the average
True and False Positive rate.

To evaluate the performance of all 4 classifiers at once on
each dataset, WEKA’s Experimenter tool was used. One
trial for each of the 4 classifiers was carried out with
default parameters, on both datasets with 4-fold
cross-validation. Since all those classifiers are supervised

methods, we used relative indices assigned to each sample
by equal weight binning in preprocessing step as class
values.

Consequently, the classifier that achieved the highest
percentage of correctly classified instances was the J48
algorithm. Results for a single fold of each dataset out of
4 folds are summarized in Table 3. Even though other
methods like Decision Table (with CO) and IBK (with
O3) have success rates closer to that of J48, simplicity of
J48 construction and analysis made it a preferable choice.
This also lined up with the study in Greece by Efraimidou
et al.[7], showing that C4.5 decision tree is the most
accurate classifier to predict ozone concentrations among
others like naive bayes, neural networks, k-nearest
neighbors, k* and decision table.

To evaluate the performance of J48 classifier on both
datasets, we performed a 10-fold cross validation with
WEKA’s default settings for the tree. A threshold for
percentage of correctly classified instances was set to 80%
for success. However, it should be noted that this
percentage is also dependent on the number of classes
and their apriori probabilities. Thus, other indications of
performance were used to make stronger arguments:
Confusion matrix, True Positive rate and Precision.

The problem of overfitting was encountered due to
unbalanced number of samples for each class/relative
index. Synthetic Minority Oversampling Technique
(SMOTE) was used to overcome this problem[5]. After
SMOTE’ing, the results were improved with successful
classification rates. Percentage of correctly classified
instances (i.e. Number of Correctly Classified Instances in
Validation Fold/Total Number of Instances in Validation
Fold for 10-fold cross validation, averaged over 10 folds)
for both datasets are summarized in Table 4.
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An evaluation dataset, non-overlapping with the training
one, was then used to evaluate the performance of the
model with unseen data. The data was chosen randomly
to cover a wide range of different inputs. The evaluation
results gave a percentage of correctly predicted instances
of 90% for both datasets. Comparing with the test results
of Table 4, it clearly indicate that the model is not
over-fitting on the training dataset.

The model we have constructed so far is pretty good at
predicting relative indices, but its statical nature does not
allow it yet to incorporate real-time updates. The next
section shows how we integrated it into our back-end for
enabling real-time queries.

Integration
This section describes how the previously presented
model, using relative indices, is combined with a real-time
interpolation model based on the nearest neighbor. The
concrete integration into a data stream processing
middleware, namely GSN, is also detailed.

Figure 2: The Mobile
Observatory Application

Nearest Neighbor prediction system
To take advantage of both the statical models computed
on the yearly dataset and real-time values, we integrated
them into a Nearest Neighbor Prediction System (NNPS).
For that purpose, the GSN server continuously keeps a
sliding window of temperature, humidity and geo-located
pollutant indices computed for a window of n samples (in
our deployment we used n = 200). We chose to use a
nearest-neighbor strategy, regarding the trade-off between
performance[19], its implementation complexity and the
fact that it could easily be updated, reflecting the
real-time measurements.

When a query with latitude and longitude is made by the
application to the GSN server, NNPS looks for the nearest

neighbor location inside the buffer. If the nearest neighbor
is within a given distance threshold, it returns the values
to the application, unless the pollutant concentration is
missing in the record or erroneous. In all the other cases,
it uses the model for the given pollutant to output a
prediction of relative index and calculates absolute index
using the absolute index thresholds. The query to the
model is made using temperature and humidity values
from the nearest neighbor that has valid values, regardless
of the distance.

This system allows us to retrieve real-time values from
each pollutants, and in case no measurement is near
enough, the model is used for predicting the values, but
still adapted to the nearest real-time measurement.

Global Sensor Network
To manage and process streams of data coming from all
the sensors and to run point and continuous queries from
the mobile application, the Global Sensor Network
(GSN)[2] server is used. It is able to acquire data from
various sources and to deploy new processing classes
on-the-fly, allowing fast development of new features.
Several improvements to the original GSN server are
detailed further in this section (See the GSN
documentation for details about its implementation and
architecture).

Our main addition is the support of models directly into
the virtual-sensors. We developed a Modeling Virtual
Sensor which is in charge of a list of models, extending
the abstract Java class AbstractModel. Every time the
virtual sensor receives new data, it propagates it to all its
models, allowing them to stay up-to-date. It also allows
querying the models directly, by using the REST API or
by registering a continuous query to the ModelDistributer,
an extension of the DataDistributer.
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Architecture
The Mobile Observatory application (see Figure 2),
supported by this back-end, allows the users to monitor
places of interest. When the user selects a place, a query
is made to the server and the result is read from the
model. Then the user can choose to receive instant
notification if the value changes, using a continuous query.

Figure 3 shows different building blocks we used for our
deployment on GSN. The basic GSN blocks that we did
not modify, such as the storage management, were
omitted for clarity.

Following the numbers from Figure 3, here is the path of
data and queries into the system:

Indexers
Virtual

Sensors

Modelling
Virtual 

Sensors Nearest 
Neighbors 

Model

Static yearly 
model

Web interface 
servlet

Windows 
Phone Push 
notification 

service

Notification register 
and continuous 
queries processing

Data and Model Distributer

Remote wrappers
2 

3 4 

5 

6 

8 

9 

10 

7 

Mobile Observatory GSN Server 

Mobile Observatory  
Application 

GSN Zurich

1 

Figure 3: System Block Diagram

(1) Raw sensor data is collected from the trams by an
instance of GSN deployed and maintained by the
Computer Engineering & Networks Lab at ETH Zurich.
(2) Using remote wrappers, we get real-time streams of
data for all the trams, grouped by pollutant. (3) Both the
absolute and the relative indices are computed online in a
dedicated virtual-sensor. (4) The Modeling Virtual Sensor
receives the raw data and the indices and contains two
models, namely the J48 static model, described in the
previous section, and the Nearest Neighbor model.
(5) The Mobile Observatory application is given as an
example of application querying real-time data and the
models. (6) Push notifications are used to provide the
mobile application with the asynchronous result of
continuous queries. (7) The Model distributer runs the
continuous queries on models and gets notified each time
the model may have been updated. (8) The first model to
be queried is the Nearest Neighbor Model. (9) If the first
model cannot get a value within a defined distance, the
static model built on the yearly dataset is queried. (10) A

web interface allows also to run point queries onto the
models, following the same procedure as above.

Conclusion
In this paper, we presented an architecture for a back-end
of sensor data in participatory sensing and other sensor
deployments. It allows user-end application to query a
model, updated in real-time with sensor data. The static
and dynamic models, upon which our system is built, are
described and evaluated. To allow a better information
transfer to the users, a novel indexing scheme, relative
index, is also used to represent pollution data. The
current modular architecture is straightforward to
implement and is easily replaced by other models in place
of the nearest neighbor or to model sensor data streams
serving other purposes than air pollution monitoring. All
the classes presented in the implementation part of this
paper were made available in the trunk of GSN and will
be incorporated in a future release.
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